
2. Beyond Binary: In the real world, assumption violations are rarely just 
"present" or "absent". They occur on a spectrum. To reflect this, TCD-arena 
features scaling the intensity of each violation, allowing to asses tolerance.
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1. Evaluating Beyond Perfect Data: Causal 
Discovery methods are often only validated 
on idealized data that perfectly satisfies 
their underlying assumptions. It remains 
largely unknown how these algorithms 
perform when data distributions violate 
these assumptions. TCD-Arena addresses 
this by systematically evaluating methods 
across 33 distinct violations, to provide  a 
benchmark for algorithmic robustness.

3. Our benchmarking protocol includes three steps: First, we simulate datasets for 
each assumption violation. Each dataset varies base parameters (e.g., the number of 
variables and time-series length) along the severity of the violation. Second, we 
evaluate every Causal Discovery algorithm on all 33 violation datasets. Third, for our 
main results, we  report the HP configuration with the highest average performance.
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6. How do methods break? Mapping 
Sensitivity Patterns: As assumption violations 
intensify, CD methods behave differently. 
Across combinations of dataset parameters 
and hyperparameter configurations, we observe 
everything from monotonic degradation to 
sudden crashes and high instability under mild 
stress. Understanding these unique failure 
modes is essential for rigorous evaluation.

4.Assesing Robustness: We evaluate robustness across 33 violations relying on the
average normalized SHD for lagged and instantaneous effects independently. While
some methods exhibit better general stability, the ranking depends on the specific
violation. This confirms that no single approach is universally robust to all forms of
real-world data complexity.

7. Real-world applications: We find that the robustness of ensembles is maintained for challenging real-world out-of 
distribution data without retraining. We attribute this to their performance on missingness and autocorrelated 
violations.  

8.The Road Ahead: We are commited to continously extend TCD-Arena through the integration of new violations. 
Further, TCD-arena is able to generate multi-violation data, allowing researchers to simulate highly customizable data 
scenarios which may be useful even outside the Causal Discovery context. 

5. From Diversity to Consensus: 
Since individual methods fail in 
complementary ways, we investigate 
ensemble strategies that learn a 
mapping from multiple method 
outputs to a final robust prediction. 
We find that learned ensembles, 
even as simple as a single linear 
layer, consistently outperform 
individual methods, achieving both 
lower average error (SHD) and higher 
stability across datasets. 
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